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Executive Summary 
This document includes the State-of-the-Art analysis based on existing work in the international 

bibliography, as well as relevant related projects and the description of the key mechanisms that may 

be adopted in the PERSEPHONE project. A list of business and technical requirements is also included, 

aiming to lead the design and implementation of PERSEPHONE architecture and all further 

developments within the project. The business requirements showcase the needs that have to be 

addressed and form the basis of the overall logic, the technical requirements combined with the state-

of-the-art, drive the overall architecture, as well as the hardware and software components chosen 

for the project. 

The examined technologies are the cutting edge in the Internet of Things (IoT) world, focusing on 

energy efficient ICT implementations in smart cities, having considered the different dimensions of 

the IoT paradigm. In addition, the Mobile Crowd Sensing paradigm is studied as the appropriate tool 

to extract meaningful human-centric data for efficient energy management of buildings. Some 

advances in data modelling and analysis based on Semantic Web and Linked Data are reviewed as 

well, focusing on the enrichment of dynamic IoT deployments. The deliverable also reviews novel 

techniques and technologies for analytics extraction with Stream Processing, Machine Learning and 

Reasoning for energy efficiency optimization, energy consumption prediction and behavioral patterns. 

In addition to the individual technologies, an overview of existing solutions, similar to PERSEPHONE 

but in various different domains, is presented. Complete social and personalized applications in 

domains like transportation or environment management are exhibited. Focus is also put on real 

Massive IoT deployments for the efficient management of energy in different facilities. Additionally, 

there are examples of serious games and analytics reporting similar to this project’s expected 

outcomes. 

Following the aforementioned, the project’s business requirements are analyzed. In addition to the 

business requirements, a full technical requirements specifications analysis for the PERSEPHONE 

platform is provided. The technical specifications include the initial hardware information on the pilot 

site, regarding the available IoT devices infrastructure (Sensors, meters, connectivity, tech specs, etc.), 

as well as the estimated software specifications, such as service composition and API architecture for 

data gathering and sensor data storage and the interconnected PERSEPHONE modules. 

Finally, based on state-of-the-art analysis, the requirements and specifications, there is a thorough 

description of the PERSEPHONE reference architecture, upon which D10 and D11 will be based, and 

the project’s overall implementation will be actualized. 
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1. Introduction  

1.1  Purpose of the document 

This deliverable provides an analysis of the state-of-the-art algorithms, technologies and techniques 

to be utilized in PERSEPHONE, based on information collected about relevant research projects, 

platforms, commercial/non-commercial applications. The encouragement of social involvement of 

users in energy efficiency improvement is one of the key goals of PERSEPHONE, while ensuring the 

scalability, maintainability and extensibility of the platform. As such, significant attention is paid to 

modern distributed solutions, especially streaming architectures that could support both massive IoT 

and multiple end-user applications, the already available relevant end-user applications, and semantic 

data modelling suited for the involved domains. The main focus is the newest IoT and MCS trends and 

technologies in use. 

In this deliverable there is also the set of requirements to be supported by the PERSEPHONE platform. 

After an in-depth description of the platform generic specifications, identification of the PERSEPHONE 

stakeholders is realized, in order to present the main types of users interacting with the platform and 

describe their roles. A basic conceptual architecture is also laid out, as the basis of the platform’s 

overall architecture. Within the conceptual architecture, there exist definitions of layers, each one of 

which has specific requirements. The requirements are laid out in a per-layer and per-component 

basis. Additionally, there are also specifications for the appropriate exchange of information across 

layers. Then, a set of requirements is presented per layer following a specific template. For each 

requirement, information regarding the layer of the architecture, a short description of the 

requirements, any associated constraints as well as indication regarding the priority for supporting 

such a requirement is provided. 

Finally, a detailed description regarding the PERSEPHONE reference architecture and the fulfilment of 

the defined requirements is laid out. The outcome of this deliverable is provided as input to the 

technical work packages (WP4 and WP5) along with D10, which elaborates on data aggregation and 

fusion mechanisms, and D11, which explains data analysis and personalized recommendations 

further. All the frameworks used are widely used and open-source, and the way the layers of the 

reference architecture are composed is explained. The customization and integration of these 

frameworks enacted within PERSEPHONE lead to a final software paradigm that can easily be adopted 

by any third party. 

 

1.2 Structure of the Document 

The structure of this document is as follows:  

In section 2 we examine the State of the art in various technology domains. Specifically, we go through 

a) IoT and sensor networking, b) IoT Architectures and Platforms, c) Mobile Crowd Sensing, d) 

Semantic Web and Linked Data, e) Stream Processing and Big Data Analytics and f) Energy Efficiency 

Recommenders for Behavioral change. Following is the section 3 and 4 where we go through the 

Requirements and specifications analysis, delving into both technical as well as business requirements 
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of the project. By taking into consideration all the aforementioned requirements we conclude in 

section 5 by specifying PERSEPHONE reference architecture layer by layer. 
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2. State of the Art in relevant technology domains 

2.1 Internet of Things 

The Internet of Things (IoT), while not a new concept, it has become one of the most important 

research topics in the Information and Communications Technology (ICT) field. In essence, IoT is a 

system of interrelated computing devices, mechanical and digital machines, objects, animals or people 

that are provided with unique identifiers (UIDs) and the ability to transfer data over a network without 

requiring human-to-human or human-to-computer interaction [1].  However, there are new research 

and business areas, on which serious progress is made, which are either related to or subcategories 

of IoT. Such areas are Mobile Cloud Computing (MCC), cloudlet computing, mobile clouds, mobile IoT 

computing, IoT cloud computing, fog computing, Mobile Edge Computing (MEC), edge computing, the 

Web of Things (WoT), the Semantic WoT (SWoT), the Wisdom WoT (W2T), opportunistic sensing, 

participatory sensing, mobile crowdsensing, and mobile crowdsourcing [2]. While there are no 

commonly accepted definitions for many of the relevant domains to IoT, their emergence and 

appearance in many projects denote common patterns followed in IoT in general. For the purposes of 

this deliverable, focus is given on the sensor networking and data processing aspects. 

Furthermore, more functionalities have been endowed to personal handheld devices and their 

embedded sensor devices have given them more powerful functionalities. Such personal devices can 

be regarded as mobile sensors, able to generate data that can be a suitable complement to those 

gathered by traditional sensor nodes in IoT infrastructure deployments, and as such MCS is at the 

centre of the overview that is put forward next. 

2.1.1 IoT and Sensor Networking 

There are mainly two perspectives that define the Internet of Things: Internet-oriented and Thing-

oriented [3]. The thing-oriented perspective focuses on how different objects can be integrated in a 

single platform, application or framework, while the internet-oriented perspective is about the 

network technology and patterns utilized. As a result, the seamless integration of classical networks, 

more modern networks, such as Software-Defined Networks (SDNs) and Overlay Networks (ONs), and 

networked objects and, among other benefits, the deployment of a varied range of sensors in many 

different scenarios are allowed. 

2.1.1.1 Internet-oriented IoT 

With the rapid and varied technological development of sensors, wireless sensor networks (WSNs) 

have become a key technology for IoT. Wireless Sensor Networks (WSNs) are a framework of uniquely 

distinguishable devices that are capable of wirelessly communicating with each other through the 

Internet [4]. In general, a WSN is composed of sensor nodes that are used to monitor many aspects of 

humidity, temperature, pressure, vibration, sound etc. Some examples are the connection of sensors 

within heterogeneous devices that makes a smart city, healthcare, road surveillance, transportation 

etc. With the development of the Internet of Things (IoT), tiny wireless sensing devices have been 

massively used with a wide range of intelligent systems in order to make the variety of applications 

for the industries’ purposes. The existence of many different proprietary and non-proprietary 

solutions bestows extreme heterogeneity upon WSNs. This wide range of technologies, although it 
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has delayed new deployments and integration with existing sensor networks, there is a convergence 

towards some specific trends. 

2.1.1.1.1 Link and Network layer protocols for IoT 

In order to be able to easily support a large number of sensors and/or actuators interconnected, using 

IPv6 is the worthiest solution. One prevalent trend is to utilize IP-based sensor networks using Low-

Power Wireless Personal Area Network (LoWPAN) over the IPv6. 6LoWPAN [5] is an acronym that 

combines the latest version of the Internet Protocol (IPv6) and LoWPAN, enabling resource-limited 

embedded devices (often battery-powered) in low-power wireless networks to be Internet-connected 

by simplifying IPv6 and taking the nature of wireless networks into account. Therefore, native 

connectivity between WSN and Internet is made possible, enabling smart objects to participate to the 

overall Internet of Things. The main advantage with 6LoWPAN is that, unlike other “full-stack” wireless 

networking solutions like ZigBee [6], 6LoWPAN can more easily communicate with other protocols 

providing a more suitable solution for the IoT domain. 6LoWPAN, as a network layer protocol can 

easily operate over IEEE 802.15.4, which is an ideal and proven standard for low-rate wireless personal 

networks [7], with a common alternative being the usage of IPv6 over Bluetooth Low Energy as shown 

in RFC 7668 [8].  

A good alternative that sacrifices low-level security for higher data rates, while keeping a low-power 

profile, is the usage of IPv6 over G.9959 data links [4], following the RFC 7428 standard [9]. 

In cases where IoT devices are not organized in PANs, but in WANs such as smart cities and industrial 

settings, the de facto standard is the use of LoRaWAN as MAC layer protocol, which helps constitute 

a Low Power Wide Area Network, and has been widely successful in the Industrial Internet of Things 

[10], [11]. 

2.1.1.1.2 Application layer protocols for IoT 

A major development in the IoT field is the emergence of standards that are tailored to constrained 

devices. A common connectivity protocol, which has been tailored to IoT and exists at the application 

layer, is MQTT [12]. Although MQTT has existed since 1999, it first became an OASIS standard in 

November 2014, paving the way to becoming one of the most common protocols for IoT in the 

following years. It has been even more refined for IoT use cases since then, with MQTT v5 being fully 

standardized in April 2019 as an open OASIS and ISO standard. MQTT is a lightweight, bandwidth-

efficient, publish-subscribe network protocol that transports messages between devices, over any 

transport protocol that provides ordered, lossless, bi-directional connections, most commonly TCP. It 

has been designed and implemented to operate on resource-constrained devices and low bandwidth, 

high latency networks. It should also be noted that the “MQ” does not stand for “Message Queueing”, 

but MQTT was historically named this way, and has no queues. Instead, clients take the role of either 

publisher or subscriber, and the message broker only forwards the messages from the publishers to 

the intended subscribers. 

Since web technologies have become a synonym to the operation of the modern internet, and RESTful 

interfaces are the norm in the interoperation of services, the need to apply the same principles on 

smart objects arose. Consequently, a protocol that facilitates communication of devices over the same 

constrained and lossy network has been defined in RFC 7252 called Constrained Application Protocol 
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(CoAP) [13]. CoAP is a Session/Application Layer protocol, operating usually over UDP, that enables 

constrained devices called "nodes" to communicate with the wider Internet using common protocols. 

CoAP is designed in such a manner that it easily maps to HTTP, having complete integration with the 

web, while also meeting specialized requirements such as multicast support, very low overhead, and 

simplicity [14]. This is an essential development, as the shift from IoT to the Web of Things (WoT) and 

the Semantic WoT (SWoT) is currently underway. 

CoAP appears more attractive than MQTT when it comes to simplicity, as there is no broker involved, 

content negotiation, labelling and discovery are supported in the same manner as in HTTP, and both 

request-response and publish-subscribe communication models are supported. MQTT, on the other 

hand, can have messages be used for any purpose, and easily facilitates many-to-many 

communication. While CoAP and MQTT are the most prominent application layer protocols for IoT, 

choosing one or the other depends on the details of both the application and its deployment plan. It 

should also be noted is that rather than re-inventing completely new standards, existing and well-

known standards used in the programmable Web (e.g., REST, JSON), semantic Web (e.g. JSON-LD, 

Microdata, etc.), the real-time Web (e.g. WebSockets) and the social Web (e.g. OAuth or social 

networks) are reused in WoT. As such, when the limitations are few, protocols like HTTP and 

WebSocket [15], and message queueing protocols like AMQP [16] may be preferred. 

2.1.1.2 Thing-oriented IoT 

In addition to the capability to deploy large sensor networks, as described above, another key goal of 

IoT is to effectively map real world objects, or “things”, to digital traceable entities, so that common 

objects and things have their counterpart in the digital world and provide useful information. From 

this point of view, due to their maturity, low cost and strong support from the business, industrial and 

academic communities, two of the most important enablers to achieve the aforementioned goal have 

been RFID and NFC, while new technologies such as smart tags have emerged. 

Radio Frequency Identification (RFID) devices are microchips that use electromagnetic fields to 

automatically identify and track tags attached to physical objects, so that each one is accompanied by 

a globally accessible virtual entity, which contains both current and historical information on the 

actual object’s physical properties, origin, ownership, and even sensory context (for example, the 

temperature of a room). The combination of RFID and sensors enables intelligent perception and 

getting information of things, anywhere at any time [17]. 

Object identification and data gathering are facilitated by many means. One such case is, Near Field 

Communication (NFC), which is a set of protocols that enable electronic devices to establish radio 

communication with each other over close proximity, to a distance of typically 10cm or less, most 

commonly 4cm [18].  

Finally, as a supplementary technology to both RFID and NFC, smart tags are being developed in order 

to provide information about the objects bearing the tags at the time of scanning or communication 

establishment [19], [20].  A scheme, based on a modified barcode or QR-code standard, enables 

unique identification of objects on a per item-level (including Fast-Moving Consumer Goods), 

collecting, sensing, and reading of parameters from environment as well as tracking a products’ 

lifecycle [21]. 
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2.1.2 IoT Architectures and Platforms 

Bearing in mind the two aforementioned perspectives, when it comes to developing IoT solutions, 

most of them continue being vertical silos that do not support interoperability and with inappropriate 

models of governance, even though efforts such as CoAP, WoT and SWoT have paved the way for 

easier development and management on small scales. For a more holistic and homogenized approach 

to IoT management, some architectures and platforms have been developed and have come to the 

forefront of IoT applications’ and domain-specific platforms’ development. While there are a lot of 

proprietary platforms, there are some very powerful open-source solutions, the most potent of which 

are elaborated upon in the following subsections. 

2.1.2.1 OpenIoT 

OpenIoT [22] was a joint effort of prominent open source contributors towards enabling a range of 

open large scale intelligent IoT (Internet-of-things) applications according to the X-as-a-Service cloud 

computing model. OpenIoT aimed to integrate sensor deployments to cloud computing 

implementations, in order to allow access to IoT-based resources and capabilities. Particularly, 

OpenIoT provided the semantics and mechanisms for expressing and managing environments 

composed of IoT resources, which can deliver on-demand utility IoT services. Although the project is 

discontinued, it does serve as an adequate template for IoT environments integration, by means of a 

model compatible with cloud computing. The semantics and architectural pattern of OpenIoT are still 

relevant, as it is a reference semantic-based platform for the IoT-European-Platform-Initiative’s 

various concluded and ongoing projects [23] and as, in general, Fog Computing is becoming more 

prominent. The OpenIoT middleware and UI have obviously been the inspiration for numerous other 

IoT-related projects. 

2.1.2.2 BIG-IoT & Eclipse Bridge.IoT 

“Bridging the Interoperability Gap of the Internet of Things” [24], [25], or BIG-IoT, was a project that 

aimed at creating a standard and unified Web API, not an IoT platform, aligned with the W3C WoT 

standards, in order make different IoT platforms and applications interoperable. The main enabler for 

IoT interoperability certainly is the semantic web. As each platform has different platform interfaces 

as well as protocols, and is vertically oriented, BIG-IoT provides a generic base structure, which is 

instantiated by annotating data with terms from a semantic vocabulary, as a concrete API. At the 

core of this paradigm is the ability to discover offerings from IoT platforms by querying based on 

attributes from the marketplace, by generating the appropriate SPARQL federated queries over 

semantically-enriched platforms [26]. Currently, the project has migrated, and is incubated by the 

Eclipse Foundation as the Bridge.IoT project [27]. 

2.1.2.3 INTER-IoT 

INTER-IoT [28] was a project that aimed to minimize or eliminate the amount of replication between 

IoT application domains, standards and recommendations. To do so, the goal of the project has been 

to design, implement and test a framework that would allow interoperability among different IoT 

platforms. The use cases that INTER-IoT focused on healthcare and logistics. The roster of its 

subprojects aimed to complete the following objectives, each on their respective field: 

• Creation of an open cross-layer framework. 
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• IoT interoperability tools for each layer. 

• Computer Aided Software Engineering-driven creation of interoperable applications. 

Some of its outcomes include some advancement in semantic technologies for the IoT, blueprints of 

an IoT ecosystems as multi-agent systems and gateways that ensure interoperability of IoT services. 

However, despite the project’s achievements in interoperability, existing implementations of its 

components are too case-specific. 

2.1.2.4 FIWARE 

FIWARE [29] is an open source framework, composed of definitions and implementations of a 

universal set of standards for IoT context data management. In essence, FIWARE tools unify access to 

heterogenous data sources by defining common REST APIs for data access FIWARE defines specific 

terms and concepts in its APIs, by always focusing on the IoT domain. The other main focuses of 

FIWARE are the fusion of IoT data as well as external sources, in addition to secure and trustworthy 

communication between devices. Another aspect of FIWARE is access control and sovereignty of data, 

in order to enable the creation of IoT data marketplaces. The FIWARE catalog [30] is a collection of 

open source software components, which can be used to accelerate the development of smart IoT 

solutions. Many components implement APIs standardized by ETSI, and they are constantly being 

developed and evolved. An apparent characteristic of FIWARE is that it aims to cover as many IoT 

domains as possible and bridge as many technologies as possible, but with the downside of having no 

centralized model or generic component, making it a fragmented framework. Nevertheless, the 

standardization of components combined with the plethora of existing tools may make developers 

incorporate at least some of FIWARE’s functionality in their own IoT applications. 

2.1.2.5 ThingsBoard 

ThingsBoard [31] is an open-source IoT platform for data collection, processing, and device 

management, and visualization which enables rapid development, management and scaling of IoT 

projects. Its community version is completely open source, and aims to provide a complete enterprise-

worthy server-side infrastructure for IoT applications, which is on-par with proprietary IoT cloud 

platforms. The platform accounts for the coexistence of multiple applications on the same platform, 

allowing for a dynamic multitenant environment. System administrators create tenant accounts, with 

each tenant being completely isolated from other tenants.  Tenant administrators are the ones who 

manage their entities and do any sort of operation with them. Customers are created by tenants, and 

are given limited access to entities, as per the tenant administrators’ specifications. Tenants are given 

the ability to connect devices to the platform, as well as to describe the relations between them. Sets 

of devices are placed within assets, which may represent a real-world asset like a district, a building, 

a room, or a specific place. ThingsBoard enables the registration of IoT devices to the platform, and 

connection to them via various protocols. The goal for a tenant is to create dashboards served to a 

customer, and workflows that may process telemetry data and communicate the results of data 

processing in multiple ways. Dashboards can be quite detailed, as there are a lot of visualization 

options by default, and more custom dashboard elements can be created and used. Workflows in 

ThingsBoard are called “rule chains”, with each node in the workflow being either a rule or a plugin. 

Rules are either filters of messages, message processors, which make small changes and add 

metadata, or actions, which may convert data. Plugins are nodes that communicate results of 
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computation to other components or services, as specified by a tenant. The platform supports both 

SQL and NoSQL databases as storage, with multiple configuration options. Historical data access 

through REST APIs and WebSockets is supported, and some further integration options with other 

services are available as well. The platform also gives the ability to provision devices and update 

devices with new data or configuration options. Finally, ThingsBoard also comes in various deployment 

schemes, including an extremely scalable microservices architecture. In general, ThingsBoard is the 

most complete IoT platform, mostly due to the amount of functionality it provides out of the box. 

Extending and modifying the ThingsBoard microservices architecture may be enough to create a 

platform dynamic enough to accommodate any massive IoT deployment, and to integrate with 

effective analytics pipelines and custom applications. 

2.2 Mobile Crowd Sensing 

Mobile sensors such as smart phones represent a potent type of geographically distributed sensing 

infrastructure that enables mobile people-centric sensing. Smart phones already have several sensors: 

camera, microphone, GPS, accelerometer, digital compass, light sensor, Bluetooth as proximity 

sensor, and they are now integrated with health monitoring sensors through smart wearables, and 

will probably integrate with pollution monitoring sensors in the near future. Compared to the tiny, 

energy constrained sensors of static sensor networks, smart phones can support more complex 

computations, due to their significant memory, storage and processing power as well as direct access 

to the Internet. 

Consequently, Mobile Crowd Sensing (MCS) has arisen as a novel paradigm that empowers ordinary 

citizens to contribute data sensed or generated from their mobile devices, aggregates and fuses the 

data in the cloud for crowd intelligence extraction and people-centric service delivery. The user-

contributed data are used for a second purpose. MCS further explores the integration and fusion of 

the data from heterogeneous, cross-space data sources providing a scalable and cost-effective 

alternative to deploying static wireless sensor networks for dense sensing coverage across large areas. 

Moreover, there has been major effort in the integration of fog computing solutions in MCS, as 

detailed in [32]. 

Several mobile crowdsourcing projects tried to leverage traditional crowdsourcing platforms for mass 

adoption of people-centric sensing. Some meaningful examples are reviewed in the following 

paragraphs. 

There have also been many approaches that intend to avoid a silo effect by proposing general-purpose 

architectures for the development of MCS systems. In that sense, some attempts to define reference 

architectures for MCS have been put forward [33]. One such case is the Funf Open Sensing framework 

[34], which was an effort to implement sensing and data processing for Android devices, enabling the 

collection, uploading and configuration of data signals via smartphones. There has also been an effort 

that aimed to consolidate knowledge about the MCS field, by proposing a framework for categorizing 

and analyzing context-aware MCS systems [35], as there exist a multitude of approaches regarding 

the used concepts, the kinds of context-awareness and the functionalities of a system. 

In reality, mobile crowd sensing has become the point where mobile/telematic applications and IoT 

meet, and as such, from the new Web of Things point of view, new developments in this domain are 
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tied to the technology and processing power provided by smartphones, and indistinguishable from 

the recent advancements in IoT applications and data processing. The integration of MCS into IoT 

applications stems from the way domain concepts used in applications are organized and used, as, 

except from application implementation, mobile sensors no longer need to be distinguished from 

static IoT sensors, in terms of data processing logic. 

2.3 Linked Data and Semantic Web 

Providing interoperability among the highly distributed and heterogeneous devices, or “Things”, on 

the IoT is one of the most fundamental requirements to support object addressing, tracking, and 

discovery as well as information representation, storage, and exchange. The suite of technologies 

developed in the Semantic Web, such as ontologies, semantic annotation, Linked Data and Semantic 

Web Services, can be utilized in order to solve problems of interoperability among IoT systems, caused 

by the heterogeneous and distributed nature of the “Things”. Towards this goal, a number of 

modelling approaches and ontologies are created in order to annotate and describe the IoT data. The 

key to representing devices, real-world objects and events, and services and business process models 

are semantic descriptions and annotations. These semantic descriptions support the automated 

management and interaction of the different components of the IoT systems. It is important to note 

that semantic interoperability comes down to the manner in which the “Things” compose services, 

which are served as web services. This means that the ontologies required to model the IoT 

ecosystems have to be more than just models of sensor networks and smart things, as they span 

commonly used domains, like time and location, as well as the domain, or domains, of the intended 

applications or services. The following subsections focus on the semantic modelling of domains of the 

PERSEPHONE project, as well as the possible exploitation of Semantic Web/Linked Data technologies. 

2.3.1 IoT ecosystems modelling on the Web 

When it comes to Linked Data and IoT ecosystems, ontologies of IoT domains have been developed 

for many different uses, including the description of sensor networks, sensor properties, IoT resources 

and services, smart “Things”, etc., as well as common and template interfaces for IoT services. It 

should be noted that the IoT domain is not only limited to sensors and sensor networks. The physical 

world objects (i.e. “Things”), also referred to as “Entities of Interest,” their features of interest, spatial 

and temporal attributes, as well as resources that provide both data and their related service 

metadata, are other important features that need to be modelled. Some such standards are featured 

in the following subsections.  

2.3.1.1 OGC Sensor Web Enablement standards for IoT 

Some work on defining common interfaces and descriptions for IoT related data is provided by the 

Sensor Web Enablement (SWE) group at the Open Geospatial Consortium [36]. The SWE Common 

Data Model [37] is meant for self-describing sensor-related data exchange in general. Real-time and 

archived observations and measurements of sensor data can be represented by the Observations & 

Measurements (O&M) XML schema and standard model implementation. In order to define 

processes, workflows and processing components, associating with the measurement and post-

measurement transformation of observations, reliably, OGC introduced the Sensor Model Language 

(SensorML). OGC also introduced, Sensor Observations Service (SOS), a standard Web service interface 
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for querying observations, sensor metadata and representations of observed features. Another web 

service interface, but for intermediaries between clients and sensor collection management 

environments, called Sensor Planning Service (SPS), is defined.  

As a continuation of the aforementioned work, OGC has more recently introduced the SensorThings 

API, a standardized data model and interface specification for sensors in the “service and application 

support layer” of IoT and WoT. It aims to bolster the development of high-value services, by lowering 

the technical overhead, risks, time and costs across an IoT product cycle, as well as by simplifying the 

Device-to-Device and Device-to-Application connections. The SensorThings API consists of two core 

parts: the Sensing core [38], and the Tasking core [39], which made the API fully standardized in 

January 2019. SensorThings API follows the OASIS OData specification [40] for REST queries, and has 

JSON-LD [41] as its data interchange format. The SensorThings API addresses the ability of different 

IoT systems to use and understand exchanged information, while complementing existing lower-level 

IoT protocols for data exchange, such as CoAP, MQTT, HTTP and 6LowPAN. 

The models and interfaces provided by OGC define a standard framework for dealing with sensor data 

in heterogeneous environments. The primary representation of the individual models in SWE are 

encoded in XML Schema Definitions (XSD), which has significant limitations in semantic 

interoperability and defining associations between different elements. However, the SensorThings API 

leverages newer standards to integrate and make effective use of these models in real scenarios. 

There are also online developer tools for both application development and compliance testing with 

SensorThings API, effectively forming a complete framework. 

2.3.1.2 W3C IoT standards 

There is a dire need for homogenization of the IoT domain, to use only a few commonly utilized 

standards, rather than rely on the various subdomain-specific implementation details. Web of Things 

(WoT) is not just a trend, but also a concentrated effort by W3C in order to create standards that 

would reduce the fragmentation of IoT. The WoT architecture [42], as well as the WoT Thing 

Descriptions [43], WoT Binding Templates [44], WoT Scripting API [45],  and WoT Security and Privacy 

Guidelines [46], which are the building blocks that help implement the WoT architecture, are 

becoming official W3C recommendations, and are all built on widely used technologies on the web. 

Following are the descriptions of the WoT building blocks: 

1. The overall WoT architecture dictates the patterns of how an IoT platform or ecosystem 

should expose Things or Web Things, which are abstractions of physical or virtual entities, as 

well as consumption patterns. Exposition and consumption of Things is done by registering 

Thing Descriptions in a Things Directory, a directory service that provides the capability of 

Thing Description Registration through a Web interface, and looking them up by using queries, 

in a language such as SPARQL or an equivalent. While the implementation details are left 

relatively open, the interaction model is always specified by the service that exposes Things. 

The description is done by using a Linked Data vocabulary, a valid expression of details in an 

RDF syntax like JSON-LD, which tags the metadata of the service itself, and its registered 

Things. In this ecosystem services may expose and consume Things, as well as facilitate 

interactions between multiple Things served by other services or platforms. Such services’ 

implementations are called “Servients”, and are essentially software stacks that implement 
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the WoT building blocks. A lot of requirements are preconceived within the standard, such as 

common recipes, thing functionalities, description patterns, network topologies, security 

details, and event handling, in order to streamline development and deployment of 

applications in diverse domains. Focus is given mostly on utilizing the most widely-adopted 

web standards, in order to achieve the original visions of both IoT and the Semantic Web. 

2. The most crucial building block of the W3C WoT standard is the Thing Description, which 

provides metadata for different protocol bindings identified by URI schemes, such as HTTP, 

MQTT and CoAP, content types based on media types and security mechanisms, serialized as 

JSON-LD. The vital components of a Thing’s Description are its security schemes, its data 

schema, which can be semantically linked to existing terms in vocabularies, its hypermedia 

type, its actions and its events. Assuming that a semantic vocabulary under its namespace can 

only undergo non-breaking changes, its content can be safely cached or embedded, which 

implies negligible overhead in implementation and communication of services. 

3. The WoT Binding Templates are a collection of schemas defined in the context of the WoT 

vocabulary, combined with operation type definitions and protocol specific definitions. Based 

on the definitions and examples provided in the specification, clear interaction patterns 

between Things and applications are also defined. 

4. Thing exposition in a WoT-compliant service requires the following: 

• Thing Description Definition. 

• Instantiation of a software stack that implements a WoT interface. 

• Publication of Things Description and Things Directory 

The WoT Scripting API is a definition of methods / operations for Thing consumption, 

exposition and discovery in the JavaScript programming language, given the existence of such 

a service. 

5. The WoT security guidelines are a collection of requirements and privacy considerations, 

along with security validation practices for WoT deployments. Great focus is given in ensuring 

the valid security provisioning, maintenance and security updates, based on the defined 

lifecycle of a WoT device and the possible attack surfaces. 

The new WoT specification is arguably the most complete framework for the utilization of existing 

web technology in an interoperable way, by fusing together all the core concepts of modern web 

technology, IoT and the Semantic Web together. It also provides the means of making existing Things, 

platforms and applications interoperable with minimal implementation overhead. Finally, the Web of 

Things is applicable to multiple IoT domains, including Smart Home, Industrial, Smart City, Retail, and 

Health applications, and can extend beyond the initial scope with relative ease. It should be noted that 

the new set of patterns and specifications WoT introduces, makes older interoperability schemes, such 

as the Delivery Context Ontology, obsolete. 

To make the aforementioned developments meaningful, however, work of other W3C working 

groups, regarding semantic modelling of IoT subdomains, should be taken into account. The W3C 

Semantic Sensor Networks Incubator Group and Spatial Data on the Web Working Group have 

developed an ontology for describing sensors and sensor network resources, called the Semantic 

Sensor Network (SSN) ontology [47] and its core ontology called SOSA (Sensor, Observation, Sample, 
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and Actuator). The ontology provides a high-level schema to describe sensor devices, their operation 

and management, observation and measurement data, and process related attributes of sensors. It 

has received consensus of the community and has been adopted in several projects and applications. 

The ontology covers big parts of the SensorML and O&M standards. However, SSN restricts itself to a 

conceptual view. Therefore, to realize a concrete IoT system based on the SSN ontology, additional 

domain specific ontologies have to be imported. For example, a temperature ontology would be used 

on top of the SSN ontology to model a temperature sensor. The SSN ontology has been evolving for 

several years into a robust and commonly used vocabulary, and can create excellent data linking points 

for IoT / WoT applications, in conjunction with the WoT Thing Descriptions and Binding Templates 

mentioned previously. W3C has moved into transforming the IoT and Semantic Web landscape, by 

fusing the two together and turning them into a framework that can extend beyond the original IoT 

scope, due to the rise of Fog and Edge computing, and even 5G, as more general purpose services, 

operating in vastly different domains, can be fused together in a most standardized and 

straightforward manner. 

2.3.2 Essential ontologies for IoT 

As stated above, necessary extensions with additional ontologies (e.g. for location modelling or 

domain specific measurements) are required to complement WoT and the SSN vocabulary in a 

scenario, in order to formally represent real world IoT deployments, including the ones in building 

infrastructures. 

2.3.2.1 Time 

Temporal aspects are essential for any system, especially when real world phenomena have to be 

addressed, such as buildings IoT systems. Timestamps can be used to describe when a sensor reading 

was taken or when it was valid. Multiple readings can be ordered by the time of their occurrence. 

Clients may specify that they are interested in the current state of an environment or in the state it 

had one week or one hour ago. To model this, an ontology for time as well as for temporal properties 

and relations has to be included in the overall semantic vocabulary. A well-established ontology for 

this is OWL Time [48], a W3C standard that keeps evolving according to use-case’s needs, which is a 

joint W3C-OGC project. OWL Time allows describing of temporal properties and relationships. It also 

supports time intervals as well as durations, which are e.g. useful when describing imprecise 

measurement times as well as complex event specifications. 

2.3.2.2 Location 

Locations in the physical world, including but not limited to geographic coordinates, are another basic 

concept that has to be modelled in a realistic IoT deployment. There is a multitude of different location 

models and ontologies available today, including both geographical and symbolic location models, 

each category with its own characteristics. WGS84 coordinates are used as the basic location model, 

since they are the de facto standard for outdoor localization using the GPS system. To model them, 

the basic Geo (WGS84) vocabulary is used [49]. Nevertheless, it is common to use more complex 

location representations, in many systems/applications, that express more complex geometries than 

that of simple coordinates, and, consequently, it is best to follow the GeoJSON-LD vocabulary [50]. It 

is an expression of all the terms of GeoJSON, a widely-used RFC specification that provides the 
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capability to express very complex geospatial data, while still being based on the WSG84 coordinate 

system. GeoJSON-LD is a very useful tool for when areas or routes have to be modeled, with the added 

benefits of the ability to add custom attributes about the expressed location and the 

interchangeability between different location geometry types. 

Moreover, symbolic names are often used as locations. For example, the Linked GeoData [51] system, 

which is an enriched and interlinked RDF conversion of OpenStreetMap data, is used to model more 

complex location concepts, including symbolic names, cell-based locations and inter-location 

relationships. To map between symbolic names and simple WGS84 coordinates, the GeoNames 

system [52] could be adopted. 

2.3.2.3 Unit of Measurements 

Different properties in IoT data models represent physical magnitudes like “length”, “weight” or 

“temperature”. Each one of these properties should be associated with an unambiguous unit of 

measurement, e.g. “meter”, “kg” or “Celsius”. Otherwise, cultural or regional differences, even 

implementation preferences, may lead to clients interpreting values incorrectly by taking a different 

unit of measurement into account. While RDF allows specifying the type of a given property value by 

tagging it with a special type identifier, for example a string literal may be different for each country’s 

language, there is no inherent support for tagging values, especially numeric values, directly with a 

unit of measurement. However, a measurement value can be an individual / instance of a class present 

in an appropriate ontology. There are various ontologies created for that specific purpose, the most 

interesting of which are listed below: 

• Quantities, Units, Dimensions and Data Types Ontologies [53] (QUDT) is an ever-evolving 

family of ontologies, originally developed by TopQuadrant, sponsored by NASA and 

maintained by QUDT.org, which is a member of the World Wide Web Consortium. It is 

designed to formalize quantities, units of measurement, dimensions and types as incredibly 

broad and precise OWL ontologies. It models base types, such as length and time, and builds 

derived types as a hierarchy (e.g. Velocity = Length / Time, Kilometers Per Hour = kilometers 

Travelled / Time taken). References to similar ontologies with same As and exactMatch 

relationships, and DBpedia entries are included where appropriate. This provides terms linked 

with QUDT a huge amount of knowledge value, making it an excellent addition to application 

contexts. 

• Units of Measurement Ontology [54] (UO) establishes a hierarchy of base and derived types 

in a similar fashion to QUDT, but without either the semantic linkage or the evolution of QUDT. 

• Ontology of Units of Measure [55] (OM) stands out from the other evaluated ontologies by 

instantly giving feedback to the user that values are unique, due to the way terms are 

organized. Thanks to each type using the same signature, this lets the user easily compare 

types for similarities using simple methods, such as string comparison, rather than achieving 

it in the traditional way of traversing the type hierarchy. Each of the URIs in the ontology (e.g. 

om: kilometre, om:dimension, om: length-dimension) can be followed to obtain more 

information including other users of this value. It also comes with libraries, in Java and Python, 

for easy unit conversions. OM has a large number of derived types available but, like UO, lacks 

the linkage to external resources that QUDT achieves. 
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2.3.3 Linked Sensor Data 

Although WoT introduces the term “Thing” as a very high-level abstraction, there may still be a need 

for including data linkages to ontologies that pertain only to sensors and actuators. Semantic 

annotations can be introduced to more specifically describe IoT resources, services and related 

processes. Moreover, there is often no direct association to the domain knowledge in the core models 

that describe the IoT data, even though guidelines have been introduced for achieving such specific 

descriptions. Effective reasoning and processing mechanisms for the IoT data, and making it 

interoperable through different domains, requires accessing domain knowledge and relating 

semantically enriched descriptions to other entities and/or existing data on the Web dynamically. 

Linked Sensor Data is an approach to representing and publishing sensor descriptions and sensor 

observations on the Web using all the modern Linked Data best practices. 

Sense2Web linked sensor data platform; Sense2Web2 supports flexible and interoperable sensor 

data description [56]. Sense2Web associates different sensor data vocabularies to domain data and 

resources on the Web.  It focuses on interconnecting data and resources on the Web by defining 

relations between ontologies, schemas and/or directly linking the published data to other existing 

resource on the Web. The linking process can be done manually or (semi-) automatic mechanisms can 

be used to create the associations. Publishing data as linked data enables discovering other related 

data and relevant information and facilitates interconnection and integration of data from different 

communities and sources. Sense2Web provides a paradigm of publishing sensor device and node 

descriptions as linked data via SPARQL endpoints.  

Linked Sensor Middleware; The Linked Sensor Middleware [57] (LSM) brings together the live real 

world sensed data and the Semantic Web. It provides many functionalities such as wrappers for real 

time data collection and publishing, a web interface for data annotation and visualization and a 

SPARQL endpoint for querying unified Linked Stream Data and Linked Data. 

EAGLE linked sensor data query engine; a distributed architecture for scalable and elastic linked sensor 

data access [58]. Its scalability is demonstrated by the fast searching and analysis capabilities over 

spatio-temporal RDF data returned by a SPARQL endpoint. Linked sensor data is fed to the system, it 

is by analyzed into subgraphs by a data analyzer component, and a transformer converts and merges 

them. An index router module then receives the transformed data and forwards them to the 

corresponding sub-database components in the data manager. The data manager is implemented as 

the combination of an Apache Jena TDB, an OpenTSDB, and an ElasticSearch, for such partitioned sub-

graphs. A query engine module is responsible for making the appropriate query operations in the 

underlying stores, which are the query parsing, query execution plan generation, as well as rewriting 

the query into sub-queries and delegating sub-query execution processes to the underlying databases. 

The data manager executes these sub-queries and returns the query results. Following that, the data 

transformer transforms the query results accordingly to the format that the query delegator requires. 

The EAGLE implementation is a very compelling example of how a semantic query engine should 

operate over linked sensor data. 

It should be noted, however, that new mechanisms and tools facilitating the exploitation of linked 

data, help transform semantically enhanced applications which follow the examples shown in the 
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above paragraphs, into web services that may be indistinguishable to conventional ones, to the 

semantically illiterate developer. Such mechanisms and tools are introduced in section 2.3.6. 

2.3.4 Semantic Frameworks for Context and Behavior 

One most important requirement for fostering energy efficiency through behavioral change is to 

initially collect and organize data about the energy consumption of the users in different contexts 

appropriately [59]. The primary purpose of smart metering techniques is to obtain enough data to 

illustrate energy habits in different everyday live contexts.  Usage of ontologies for modelling human 

activity has been found to be able to overcome some issues of probabilistic methods, such as 

scalability, data scarcity and static models [60]. Due to their model-driven nature, ontologies are able 

to represent complex relationships among concepts from various domains, as well as their instances 

thus, they provide more expressivity for environments.  

2.3.4.1 Behavioral Context Ontologies 

Prerequisite for the expression of the human and non-human behavioral aspects is the overall context 

awareness of the system. In order to support human activity representation, as it is widely studied in 

[61], several context modelling ontologies have been formed. 

The “mIO!” Ontology [62] is a so-called “network of ontologies”, developed using the NeOn ontology 

development methodology. Following said methodology means merging, re-engineering and re-using 

existing key terms from other ontologies, and link them according to the requirements of the target 

domain. Several concepts from aforementioned context ontologies are re-used in “mIO!”, with the 

addition of descriptions of subdomains like network and interface as well as the context provenance. 

Pal-SPOT is a human activity recognition project, which yielded, among others, an ontology that serves 

as a framework for the recognition of human activity [63]. Although the granularity of activities is 

relatively low, it represents many different types of activities. Interval based time modelling enables 

modelling of overlapping activities. This project did not only provide an ontology, but also a design for 

its utilization in a probabilistic reasoning framework, based on the Elog reasoner. 

The PiVOn ontology [64] is a generic and adaptable context model for ubiquitous systems, which 

focuses on four main concepts: user, environment, service and device.  The ontology models a context 

based on the 5 Ws (What, Who, Where, When, Why) journalism principle. The design of this ontology 

considers each of the four concepts with these five questions. As a result, it offers four modular sub-

ontologies: 

• The focus of the PiVOn User ontology is on what user wants to do and what they are doing. It 

models activities as a sequence of subtasks, therefore provides flexibility. It also models the 

current situation and role of a user in a context. Users can be associated with events and there 

is a messaging mechanism to remind event schedules to user. 

• The PiVOn Environment ontology describes spatial properties and colocation of entities (e.g. 

user, device) in the environment (near, inFrontOf etc.). The service ontology is mostly focused 

on visualization of services that devices offer. 

• The PiVOn Device ontology has connections to the other sub-ontologies in order to facilitate 

the knowledge sharing, while more device details are included. Dependencies and 

relationships between devices, devices that delegate to others, taxonomy of devices and 
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software and hardware profiles are the main concepts introduced. Devices are separated into 

four categories in this ontology: sensors, actuators, autonomous devices and dependent 

devices. 

• A PiVOn Service model should enable the taxonomical organization and mechanisms to 

integrate a specific service’s models to the rest of the context. Each service is advised to have 

its own service ontology that fits the other ontologies’ concepts and connect to them, and 

PiVOn only includes ontology blueprints, mostly for virtualization services. 

Mapping the context and behavioral models to energy efficiency issues is a major aspect of 

PERSEPHONE. A representative example of a generic interlinking of energy efficiency metrics and 

demographic indicators is the SEMANCO ontology, which completely covers the demographic aspects 

of pilot participants (educational level, job etc.) but ignores totally psychographic indicators that 

PERSEPHONE aims to measure (e.g. personality types, curtailment behavior etc.). On the other hand, 

ontologies such as CONNON and ThinkHome seem to describe human behavior at a person granularity 

but in terms of specific preferences related with the configuration of their home devices (e.g. fridge 

temperature). 

The main need of PERSEPHONE, related to semantic modelling, is to adopt a hybrid ontology which 

maps, in an easy and verbose way, how human behavior can lead to energy consumption reduction. 

The majority of ontologies available in the literature –like the aforementioned ones- represent in 

detail different energy metrics, devices, and building status in terms of energy consumption, however 

their interlinking with human behavior aspects is often too generic or adapted strictly on a very specific 

domain. There has, however, been a significant rise in the interest for research regarding energy 

efficiency optimization through behavioral change of humans in recent years [59]. The overview of 

the recent developments in this domain, but then not constrained to the classical semantic web, yields 

a most optimal way to create a complete and up-to-date semantic model about energy consumption 

and behavior, combining the older and more proven work with recent advances, to fulfill the 

requirements of the project. Finally, the appropriate exploitation of such a semantic model is of 

utmost importance. 

2.3.4.2 Behavioral Inference based on Semantic Context  

In [59] there is a detailed overview of how the existent behavioral theories serve as the basis for 

activity recognition and modelling, and it, in turn, leads to specific intervention strategies and an 

overall system design. The theoretical background of behavioral change boils down to four different 

models, while a brief overview of the field of behavioral economics is also introduced. A fundamental 

activity recognition hierarchical model is also introduced, composed of actions, a group of which 

compose an activity, and the behavior, which is the overall set of activities. There are two major kinds 

of approaches to behavior recognition in smart systems: Data-driven, which are mostly based on 

machine learning and data mining techniques, and Knowledge-driven, which use prior domain-specific 

knowledge as behavior models, which are sets of instances of classes defined in behavioral ontologies, 

and are compared with the captured data. Hybrids of the two kinds of approaches, however, have 

been gaining traction in the past few years, in order to address for the shortcomings of Machine 

Learning and Data Mining, while also augmenting knowledge engineering techniques. A compelling 

fusion scheme for the extension of knowledge-driven activity models through data-driven learning 
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techniques is presented in [65]. In order to make the procedure more dynamic and ever-evolving than 

previous attempts, a novel clustering process is introduced as part of a data pipeline, between a 

semantic enrichment process and an activity model learner. 

One notable aspect of behavioral recognition is the way actions and activities are represented once 

recognized by external means. A representative example is the ontology-based framework for the 

representation of video events, utilized for the augmentation of computer vision techniques by 

reasoning on the produced events, which is presented in [66].  The Video Event Recognition Language 

(VERL) is an excellent foundation for creating a hierarchy of observations that maps to any desired 

domain. This framework also includes reasoning techniques. The Video Event Markup Language 

(VEML) is meant for annotation of observations and their context. Such work has been extended more 

recently in both the contexts of smart cities, as presented in [67], and recognition of activities of daily 

living, as shown in [68]. Usage of neural networks has become essential in such recognition tasks, in 

both the aspects of image processing and event classification. Semantic annotation using the 

aforementioned semantic models can yield additional value to the AI models’ observations. 

Having a complete background on how environmental context should be represented and how to 

process observations and readings, algorithms for the recognition of activities of daily living from 

object usage are required, in order to complete a context management framework. A representative 

piece of work that introduces such algorithms in a home environment is presented in [69]. Those 

algorithms can serve as a blueprint for reasoning on a larger scale, combining the overall context and 

readings from sensors, to accurately determine what activities are common for people, and at which 

time intervals these habits are placed at. Those algorithms are also presented as SPARQL semantic 

queries over a knowledge base, in order to retrieve specific activity situations on demand. 

A more integrated and recent approach to activity recognition is the Unsupervised Semantic Mining 

Activity Recognition Technique (USMART) [70], which utilizes a general ontology model, which is 

reusable in diverse environments and users, to augment a range of machine learning techniques. In 

this case, any kind of static batch processing, such as processing sensor events within a static time 

window, is avoided, as an activity may significantly vary in time. Instead, real-time sensor streams are 

segmented based on the semantic similarity between two adjacent sensor events. In this work, 

semantic similarity is a function that is based on the time distance between events, objects to which 

the sensors are attached to, location, and the Wu-Palmer similarity algorithm. This overall semantic 

framework for sensors and activities includes a stream processing algorithm for dynamic 

segmentation and pattern mining, and a k-means clustering algorithm in order to find the most 

common activities of a user, using distance metrics based on semantic similarity on both steps. A 

newly identified sequence can be instantly found to match an activity by just finding the closest 

centroid or smallest distance to a cluster, using semantic similarity as the base for a distance metric. 

The ontological model itself consists of four components: Object, Location, Sensor and Activity. Each 

component is a complete hierarchy of classes, suitable for the proposed algorithms. Given the 

exceptional results this work yielded after its evaluation, it is clear that carefully applying unsupervised 

learning techniques on semantically enriched data should lead to a better understanding of user 

behavior. However, following the USMART paradigm requires the existence of at least one sensor 

event that uniquely describes an activity, in order to distinguish it from others, and that the “idle” 



                         D9 – Technical and Business Requirements and Reference Architecture 

27 
 

 

 

 

state is not recognized as an activity. Furthermore, the sensor modelling process has to be thorough 

in this situation. The Hybrid Activity Recognition System [71] (HARS) however, although following a 

similar approach to USMART, aimed to address these issues. It did so by replacing semantic similarity 

between events and the clustering of sequences with a greedy search for frequent previous sequential 

pattern matches, and using a more generalized semantic model. However, HARS is not capable of 

instant identification of an activity, the way USMART is, as it is designed to be executed periodically 

offline. Judging by the apparent tradeoffs between the approaches, the PERSEPHONE platform should 

provide the capability to recognize activities in multiple ways, by allowing the developers or 

integrators to add the appropriate analytic algorithms on demand and at scale, to be executed either 

online (i.e. in real-time) or offline, while always following PERSEPHONE’s robust semantic model. Some 

technical aspects relating to such processes are shown in section 2.4. 

A foremost consideration when it comes to context data in intelligent environments is the ambiguity, 

or fuzziness, of data produced by sensors. In order to achieve reliability in the representation of both 

the environment the users act within, and the observations of the user’s actions, a semantic model 

that leads to a more accurate inference process is required. The AMBI2ONT ontology [72] is a great 

example of how to manage the ambiguity and incertitude that often characterizes context 

management systems, such as the one PERSEPHONE aims to implement. Readings, such as 

temperature or energy consumption, can be imbued with a certainty factor, based on how lossy or 

inaccurate readings of a sensor can be. Following the acquisition of a measurement, semantic and 

positional reasoning is used to ascertain how a reading should be utilized. In the following data fusion 

step, data from various sensors and points in time are selected based on certainty factor and the 

difference between readings, calculating a more certain global values using the appropriate formulas. 

This process can lead to more appropriate recommendations and actions further down the line, as 

behavior of objects, and especially people, has a considerable degree of ambiguity. 

Work mentioned above yields methodologies and blueprints of algorithms and patterns to be 

followed, both when developing PERSEPHONE’s context-aware behavioral semantic model, as well as 

when putting it to use. Having all the aforementioned information into account, a hierarchy of existing 

ontologies are going to be adopted in PERSEPHONE, making the appropriate customizations and 

extensions (by creating inherited ontology classes) so as to reuse the maximum of existing knowledge 

from existing ontologies, and represent specific psychographic aspects of human behavior that can 

lead to analytic results, discovery of human patterns and helpful suggestions to the platform’s end 

users. 

2.3.5 Modelling Energy Efficient Smart Buildings 

When it comes to semantic modelling, there have been a lot of projects and model propositions 

specialized in energy efficiency in smart homes and buildings. While the aforementioned modelling 

approaches of IoT infrastructures and data streams are key to the development of a platform such as 

PERSEPHONE, creating a model for energy efficient smart buildings should further augments the 

context awareness and the recommendation capabilities, focusing them to this specific domain. 

Potentially useful semantic modelling efforts of this kind are presented below.   

The ThinkHome ontology [73], [74], which has been previously mentioned as a potential link to 

behavioral context, is part of an energy efficient smart home system. The ThinkHome ontology focuses 
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on concepts related to thermal comfort, building information, user preferences information, user 

profile information, resource information (including white goods, brown goods and automation 

networks hosting lighting, shading as well as heating, ventilation and air conditioning devices), user 

behavior (in terms habit profiles and predicted schedules), building processes, energy information (in 

terms of available energy providers and their trading conditions) and external weather; and it does 

not encode energy consumption related concepts at appliance level. The vision of ThinkHome, which 

is implemented in OWL, has been to create a comprehensive knowledge base which includes all the 

different concepts needed to realize energy efficient, intelligent control mechanisms. 

The Smart Appliances REFerence (SAREF / SAREF4EE) ontology [75] is a shared model of consensus 

that facilitates the matching of existing standards, protocols and data/semantic models in the smart 

appliances domain. The SAREF ontology provides building blocks that allow separation and 

recombination of different parts of the ontology depending on specific needs. The starting point of 

SAREF is the concept of device (e.g., a switch). Devices are tangible objects designed to accomplish a 

particular task in households, common public buildings or offices. In order to accomplish this task, the 

device performs one or more functions. For example, a washing machine is designed to wash (task) 

and to accomplish this task it performs the start and stop function. The SAREF ontology offers a list of 

basic functions that can be eventually combined in order to have more complex functions in a single 

device. For example, a switch offers an actuating function of type “switching on/off”. Each function 

has some associated commands, which can also be picked up as building blocks from a list. For 

example, the “switching on/off” is associated with the commands “switch on”, “switch off” and 

“toggle”. Depending on the function(s) it accomplishes, a device can be found in some corresponding 

states that are also listed as building blocks. When connected to a network, a device offers a service, 

which is a representation of a function to a network that makes the function discoverable, registerable 

and remotely controllable by other devices in the network. A service can represent one or more 

functions. A service is offered by a device that wants (a certain set of) its function(s) to be discoverable, 

registerable, remotely controllable by other devices in the network. A service must specify the device 

that is offering the service, the function(s) to be represented, and the (input and output) parameters 

necessary to operate the service. A device in the SAREF ontology is also characterized by an 

energy/power profile that can be used to optimize the energy efficiency in a home or office that are 

part of a building. SAREF is an ETSI standard, which can be translated to or linked to W3C’s Semantic 

Sensor Network (SSN) Standard as presented in [76]. 

As PERSEPHONE aims to integrate with microgeneration infrastructure, as well, the semantics and 

design of such a project should be taken into consideration. OpenWatt [77] creates an ideal scenario 

in renewable energy sector area that fully integrates heterogeneous data, adopting the paradigm 

Linked Open Data to represent data about renewable energy. It allows the improvement of data 

quality, usability, productivity and efficiency. The OpenWatt ontology is developed to guarantee the 

interoperability among data and applications, importing other ontologies, such as SKOS, PROV and 

GeoNames. The main concepts represent the typology (consumption, potential, production) and 

category (biomass, solar, solid waste, etc.) of renewable energy, as well as the measure. Measure 

describes data collection methods, such as estimation, census, metering, etc. The typology concepts 

are related to the concepts in location taxonomy (country, region, province, municipality, etc.). 
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Another aspect that PERSEPHONE should ensure is the comfort of the energy efficient smart buildings’ 

inhabitants. The goal should be to provide recommendations and change the inhabitant’s behavior, 

maximizing both energy-efficiency and indoor comfort. The ComfOnt semantic framework [78] 

leverages knowledge regarding Smart Home inhabitants and their particular needs, the devices 

deployed inside the domestic environment (appliances, sensors, and actuators), the amount of their 

energy consumption, and indoor comfort metrics to provide inhabitants with customized services. The 

ComfOnt ontology is heavily based on the aforementioned FOAF, W3C Time, W3C SSN and SAREF 

ontologies, by basically connecting the appropriate semantic terms in a proper manner for the 

enablement of reasoning. It is also compliant with European regulations, and is composed of four 

modules: 

• Terms related to a Person. This includes personal information, to the extent allowed by the 

General Data Protection Regulation, including perceived or registered health condition, as 

well as energy rate plan. 

• Description of Devices in the smart home. This includes the sensors and actuators, as well as 

the household appliances and their energy consumption. 

• A generic description of the Domestic Environment. 

• The Comfort Parameters, taking into account both occupant preferences and regulations. 

Although the ComfOnt concepts revolve specifically around smart homes, its terms and patterns could 

be reused, in order to generalize it and focus on smart buildings instead. The overall framework also 

includes rules and policies to be enforced, in addition to blueprints for semantic queries to be 

executed in various situations. 

A useful tool for knowledge engineering regarding the energy domain would be DABGEO [79], [80], 

which is a “global ontology” that incorporates many terms about energy consumption, energy 

efficiency, and any other associated factor. Essentially it is a collection of ontologies, which helps 

developers create energy management applications with moderate reuse effort. It concentrates on 

concepts of ontologies from previous works, connects them, and categorizes them into energy 

subdomains, essentially turning each subdomain into its own ontology. Utilizing DABGEO as a 

modelling blueprint in PERSEPHONE’s development could prove useful, especially when cross-domain 

connections and multi-domain knowledge surrounding energy is required, in the semantic enrichment 

of IoT data, the analytic processes, and even personalized applications. 

2.3.6 Exploitation of Linked Data 

An often-omitted point in both research projects and the literature is how semantic web technology 

is useful as more than just a means of modelling domains of knowledge. Although the ideas that 

originally formed the semantic web are either not implemented, or superseded by use-case-specific 

technologies, the semantic web is still alive, and has radically transformed over the years, as new 

technologies and tools have helped streamline its integration within modern services, slowly unlocking 

the potential that the original vision of the semantic web had promised. The evolution of search 

engines and web crawlers, IoT, WoT, social networking and smart advertising have led to the creation 

and adoption of newer standards. The reason why the semantic web usage is not apparent is that 

implementations of its ideas are either obscure or still under development or a major topic of ongoing 
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research (e.g. knowledge bases as combinations of graph databases and semantic reasoning), or 

because they are commonplace but somewhat hidden (e.g. the usage of RDFa [81] semantic 

annotations in HTML5 and XHTML, a standard useful for facilitation of web crawling, promotion 

through social networks, and search engine optimization) or because technologies that implement 

some of the Semantic Web’s ideas are not considered to necessarily fall into that category (e.g. 

GraphQL and GraphQL-LD [82]). Therefore, the focus should be more on the utilization of linked data 

in order to leverage its numerous capabilities, as well as the research that has been conducted in 

relevant domains. Some of the most promising recent developments, as well as their potential, are 

explored in the following paragraphs. 

An aforementioned development is the standardization of W3C’s WoT [42]. In addition to that JSON-

LD 1.1 [83] is bound to become a standard in the near future. Moreover, tools for semantic 

applications development, such as the Apache JENA framework, use JSON-LD as a main representation 

of RDF data [84]. A great advantage of JSON-LD is that, by just defining a brief semantic context that 

maps to ontological terms, JSON data become self-described and gain further meaning, while being 

indistinguishable to regular JSON by commonplace parsers. Semantically enriched data can be handled 

by semantically-enabled pieces of software, for various purposes such as reasoning and fusion. It 

should also be noted that, although the RDF/XML format had heavily been used in older work, 

alternative representations such as TTL, N-Triples, N-Quads and JSON-LD have become the norm. TTL 

(pronounced as “turtle”) is the most common representation of RDF data and OWL ontologies. It is 

important then to be able to consume and serve data and knowledge and being indifferent to which 

format is preferred by their original authors. It would, however, be most prudent to use the most 

common formats while developing pervasive computing applications, to ensure maximum 

interoperability. Regardless of the format in which data and knowledge are represented, new 

development tools for processing and transformations have emerged. One such tool is the RDF.js [85] 

which is a complete set of JavaScript libraries for handling RDF data in numerous formats and for 

different use cases. Since these libraries are implemented in JavaScript, they are ripe for usage not 

just in node.js servers, but also in web browser applications. Furthermore, web service APIs no longer 

need to be constrained to the usage of conventional SOAP or REST for interchange. GraphQL has 

quickly become a powerful tool for massively querying data in JSON, by leveraging the plethora of 

tools available, and with much less communication overhead than typical REST. Added to that, 

semantically enriched data can be queried by means of the aforesaid GraphQL-LD, an implementation 

of an algorithm that maps GraphQL queries to SPARQL algebra, as well as SPARQL RDF results into the 

JSON/JSON-LD tree structure that GraphQL normally returns. These advances in application 

development open new avenues for innovative platforms such as PERSEPHONE, simplifying 

development with heterogenous tools. 

In order to facilitate machine intelligence, symbolic approaches help achieve observability, 

explainability and accountability [86]. These attributes are essential for cases where ubiquitous 

intelligence is central, as numerous physical objects join an IoT network on which software 

components are required to behave intelligently. This is the reason why linked data are a core pillar 

in PERSEPHONE’s design. As highly structured knowledge in the domains of smart buildings, human 

behavior and energy efficiency already exists, there has to be a major effort to leverage semantic 
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techniques. Taking into account the recent developments, it is evident that reasoning enables the 

creation of numerous smart applications, and PERSEPHONE can make use of it in both its recognition 

of behaviors and events, as well as its recommendations. However, Linked Data can also help in the 

creation of novel data processing techniques for prediction, facilitating more effective Big Data and 

Machine Learning techniques, which are considered non-symbolic. Since Linked Data are essentially 

an extensive graph of knowledge, they can help fuse heterogenous data to be used in emerging AI 

techniques. Reasoning over such graphs is done by implementing algorithms based on first-order logic, 

in order to provide certain assertions, given prior knowledge and rules. Knowledge graph embeddings 

and first-order logic can be leveraged for predictions and decision-making in IoT environments, when 

used in models such as Classification and Regression Trees (CARTs), multi-entity Bayesian Networks, 

hidden Markov models and Deep Neural Networks [87], [88]. In addition to that, reasoning and 

inference algorithms specific to the domains of PERSEPHONE already exist, as seen in previous 

sections, which are based on semantics. Finally, Linked Data helps maintain and constantly update 

business logic rules effectively and with minimal codebase changes. 

2.4 Stream Processing and Big Data Analytics 

2.4.1 Data processing for IoT applications 

In IoT applications, complex processing of ingested data is usually the main requirement. Data is 

ingested from multiple sources, whether these are IoT sensors or external services. Data aggregation 

is the combination of data from diverse sources, and can be implemented in a number of ways. The 

simplest data aggregation function is duplicate suppression. Other aggregation functions could be 

max, min, or any other function with multiple inputs. 

However, in an IoT ecosystem, it is usually necessary to deal with a huge amount of information, so 

that the aforementioned simple methods are not really feasible.  In that sense, random sampling or 

principal component analysis (PCA) are some of the foremost approaches to pre-process the incoming 

data before further analysis. While the former is used to pick a random sample from a larger dataset 

in order to reduce volume of processing, the latter focuses on reducing the dimensionality (number 

of features) of the incoming data. In addition to that, newer IoT deployments combine infrastructure 

sensors with the data coming from Mobile Crowd Sensing modules and other external data sources. 

In general, effective IoT data processing means having the ability to implement large scale stream 

processing, and using the appropriate method for each instance, based on use cases of the application 

and the IoT deployment. However, although there are many possibilities with stream management 

systems, there are solutions related to IoT data processing, that may prove useful when stream 

processing is not enough. 

2.4.1.1 Complex Event Processing (CEP) 

One of the most promising solutions for information fusion and aggregation in a timely manner is the 

Complex Event Processing (CEP) paradigm. CEP is a relatively novel software technology and 

methodology that focuses on timely processing streams of information items, so-called events, from 

a great number of distributed sources so as to detect certain activities of interest [89]. For that 

purpose, a CEP system performs different operations on its incoming event streams like filtering, 
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aggregation or pattern discovery to make up higher-level events that represent the target activities of 

interest.    

Due to the aforementioned capabilities for timely processing of event-based data, such an approach 

has proved to be quite convenient when it comes to deal with infrastructure sensor data in IoT 

deployments. More specifically, several solutions follow a CEP approach in order to extract meaningful 

knowledge from RFID-based data over sliding time intervals [90]. 

Furthermore, bearing in mind Mobile Crowd Sensing deployments, the CEP paradigm has also been 

adapted to mobile platforms in order to fit much more constrained platforms in terms of memory and 

processing capabilities. In that sense, CEP has already been used as a local-processing module for 

handheld devices [91]. In essence, the goal in this case is to use CEP so as to locally fuse and aggregate 

information from the built-in sensors of the devices. As a result, a twofold benefit is achieved. Firstly, 

certain situations of interest can be detected in a more rapid manner. Secondly, the amount of data 

sent from the mobile devices to a central server can be significantly reduced. Complex Event 

Processing has only just begun to be recognized as a formal solution to fuse and aggregate data from 

mobile sensors. However, it should be noted that CEP practices are usually adaptations of stream 

processing algorithms for specific ensembles of use cases. 

All in all, the aggregation and fusion of information in IoT and MCS environments requires solutions 

able to process a huge amount of raw data from static and mobile sensors both reporting uncertain 

and low-quality data. In that sense, CEP can be a suitable solution for these steps. Hence, it will be 

further studied within the PERSEPHONE project as a tool for the pre-processing of data required for 

energy-efficiency monitoring. 

2.4.1.2 Lambda and Modern Streaming Architectures 

As IoT data are inherently streams, basic processing tasks effectively require quick processing steps, 

and low-latency input-output. However, there usually exist computations to be enacted upon IoT data 

which require access to large amounts of data, and require a lot of time and processing power to 

complete. Additionally, applications often require a real-time view of IoT data streams, while also 

requiring access to forecasts, patterns or analyses based on past data. Each of these two sets of needs 

requires a fundamentally opposite distributed system architecture to the other, as batch and stream 

processing are entirely different methods.  The Lambda Architecture [92] however represents a 

balance of latency, throughput and fault-tolerance by essentially combining batch and stream 

processing appropriately.  After the basic ingestion of data (e.g. message queues, maybe with some 

very basic preprocessing) data are simultaneously sent to the speed (or real-time) layer and the batch 

layer.  

• The batch layer is responsible for the pre-computation of descriptions of historical data or 

training of prediction models, aiming at perfect accuracy by being able to periodically process 

all the available data, each time fixing errors. 

• The speed layer, on the other hand, processes data streams in real-time and without the 

requirements of regular fixes or completeness. This layer sacrifices throughput as it aims to 

minimize latency by providing real-time views into the most recent data. In essence, filling the 

time gap between the latest data used for the batch view’s creation and the current time is 
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the speed layer’s responsibility. Speed layer views are updated almost immediately after new 

data is received, and, at least parts of them, may need to be reset each time a new batch view 

has been computed. 

•  The point where the aforementioned views can be queried or combined is the serving layer. 

The serving layer may primarily consist of a NoSQL database, and/or some form of CEP or 

Event Stream Processing (ESP) used for the combination batch and speed views in real time, 

depending on the requirements.  

Although this architecture is extremely potent, as it eases the handling of data heterogeneity and 

volatility, it has met criticism due to its inherent implementation complexity. The batch and streaming 

layers each require a different code base, and both deal with the same or similar data. Both code bases 

should be kept in sync so that processed data produces same, or at least similar, results from both 

paths. Yet attempting to abstract the code bases into a single framework puts many of the specialized 

tools in the batch and real-time ecosystems out of reach [93]. However, there are popular tools that 

were initially made for batch or stream processing, and provide the capability of implementing the 

opposite type of processing as well, through some parameterization, effectively enabling code reuse. 

The most prominent examples for that are: 

• The way Apache Spark, which is a batch processing framework, can support stream processing 

[94], by doing quick and frequent processing of micro-batches. 

• The way Apache Flink, which is a stream processing framework, can support batch processing 

[95], by doing heavy and infrequent computations over bounded streams. 

Processing engines like the aforementioned provide APIs specific to the type of task, while accepting 

the core logic to be executed as callback functions, in very similar, or in some cases identical, ways. 

Such efforts reduce the need for incorporating too many tools for big data processing systems. It is 

also possible to inject the logic, written using the appropriate libraries, within different layers. It may, 

for example, be possible to create intermediate layers, between batch and real-time, to accommodate 

more complex data processing requirements, by making the serving layer more flexible, and having 

layers with adjusted accuracy-to-latency tradeoffs.  

As such, the paradigm of lambda architectures has been adopted by most of the so-called “4th
 

generation of Data Processing Engines” as the starting point for their implementation. It is also a fact 

that whenever the complex processing of IoT data is required, the usage of such a processing engine 

is guaranteed, due to their volatility and volume [96]. A major concern that has arisen is how the 

choice of software architecture to be used in IoT environments should be considered in design-stage 

and testing-stage [97]. All those points once again prove how the data processing framework of 

PERSEPHONE should be made to be flexible enough to accommodate the complexity of processing 

volatile data about energy and behavior flowing through it. 

2.4.2 Big Data in energy efficient smart buildings 

When it comes to addressing the challenges for near real-time energy-related data processing towards 

developing energy management strategies, a ubiquitous sensor-based platform for tracking user’ 

relevant actions was introduced in EnergyPULSE [98]. Other works combine big data analytics with 

intelligent systems designed to provide information to the utility and the customers [99]. 
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Furthermore, a more general but thorough review of the exploitation of Machine Learning and Big 

Data in smart buildings, and a complete layered smart building architecture, are presented in [100]. 

In general, activity mining based on semantic context requires both stream and batch processing 

techniques, as demonstrated in USMART [70] where online sensor segmentation and k-means 

clustering are integral. As such, periodic batch processing should be utilized based on results gathered 

from input data stream processing. In order to efficiently provide results in real-time, a lambda 

architecture can be utilized, either with a Complex Event Processing mechanism that generates events 

based on the similarity of the real-time data with the batch views, which are results of batch 

processing, or by querying batch and real-time views of the data as required at each case. 

2.5 Energy Efficiency Recommenders for Behavioral Change 

This section puts forward an overview about existing techniques and algorithms that can be used in 

order to detect certain human behaviors. Next, existing solutions to modify the previously detected 

life-style behaviors, like recommendation systems or gamification techniques, are also described. 

2.5.1 Implementations of Recommenders 

Concerning the activity recognition by means of static sensors, image processing has played a key role 

[101]. In that sense, a palette of studies can be found that takes as input the image stream from 

camcorders so as to detect the behavior of the recorded people. Regarding the behavioral properties, 

most of the efforts made in this line of research profit from the motion sensors of personal handheld 

and wearable devices (e.g. accelerometer or gyroscope) in order to automatically detect the motion-

based activity of the device’s holder at each moment. In that sense, it is possible to distinguish 

between micro-activities and more complex ones. The formers have to do with very simple motion 

activities such as walking or running. The latter are related with longstanding behaviors like “working 

at the office” or “cooking”. Broadly speaking, the second type of complex activities is usually detected 

on the basis of the simpler ones. 

In addition, a novel course of action states the recognition of human activities by analyzing the 

footprint of people in social network sites. From these soft sensors, an unprecedented amount of user-

generated data on human movement and activity participation has become available. Unlike previous 

mobility datasets (e.g. GPS-based ones), these new ones not only include location or motion 

information (e.g. the spatial coordinates of a person at a particular moment) but also textual data 

attached to a particular spot which provides more semantic information.  

In this scope, several solutions to give insight into these new social-media data have been proposed 

coming up with novel human-mobility models and patterns. More in detail, the work from [102] 

proposes an approach to semantically enrich spatial-temporal trajectories given data from different 

social media sites. This way, a more dynamic labelling is achieved. 

All in all, there exist many different alternatives to perceive the current behavior of a set of individuals 

depending on the type of available data sources. However, in order to come up with more accurate 

and reliable activity recognition different static and mobile data sources should be aggregated and 

fused. Hence, during the last few years, a host of studies have put forward novel approaches to 

generate probabilistic models for behavior modelling that integrates data from several sources. In that 
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sense, Bayesian networks [103], n-th-order Markov models [104] or hidden Markov models have been 

some of the applied solutions. 

There have been different works have that applied behavior recognition and modelling techniques to 

improve energy efficiency through behavioral change, as well. A model and a prediction scheme have 

been formulated in [105], for specific energy-related behaviors (i.e. usage of specific devices) using 

ARIMA to foster more sustainable behaviors. A model for human window opening behavior in 

residential buildings, in order to reduce levels of buildings energy consumptions, is presented in [106]. 

An ontology-based activity recognition system in office environments in order to serve as input for 

building energy and comfort management systems is presented in [107]. The proposed system 

handles multiple-user, multiple-area situations, rapidly recognizing office activities. Finally, an hybrid 

activity recognition model based on the SAIL [108] and MDL  algorithms in order to predict energy 

consumption is presented in [109]. 

The PERSEPHONE recommenders, having taken into account the various techniques of activity pattern 

recognition, especially the ones based on semantic web technologies and novel reasoning algorithms 

already presented, can achieve a synergy of the energy and behavioral domains for effective proactive 

recommendations, through predictions, or reactive recommendations, based on the current state of 

the overall context. 

2.5.2 Presentation of Recommendations 

Another topic regarding recommender systems is how the information is presented to the user. 

Information needs to be clearly presented in a contextualized way that helps to associate this 

information to everyday practices [110]. This involves interacting with the users to show them data 

about their energy-related performance and corresponds to the concept of Eco-feedback [111], [112]. 

Eco-feedback has the potential to transform users’ decision-making style from a habit-driven mode to 

a deliberate thinking mode [113]. To that end, two main aspects need to be taken into consideration 

to increase the feedback effect: which information is given to the user and how it is presented. In this 

regard, in 2015 an analysis of energy consumption saving through real-time in-home displays feedback 

compared two approaches, one in which users learn about the energy consumption versus a one 

having a constant nudge or reminder of energy use [114]. In this work, real-time information was 

found more effective in the long term when introducing the learning factor. 

Other visualization strategies rely on showing the consequences of the energy-related behaviors on 

the environment [115] and appealing to the attitudes and determinants of more environmentally 

friendly behavior [116]. The way in which feedback is framed must also be carefully considered. This 

corresponds to the visual methods employed to display energy-related information and feedback. In 

this category, ambient displays and other digital approaches such as web user interfaces are common 

visualization interfaces [117]. Another study addressed the key design components of eco-feedback 

interfaces and showed that historical comparison and incentives-based information worked as 

engagement tools for these platforms [118]. Visualization interfaces have also been harnessed to work 

as a tool to implement web-based intervention programs [119] and real-time monitoring [120]. Mobile 

phone applications also stand out as a suitable medium to provide behavior-influencing feedback 

[121]. PowerPedia is an illustrative example of an application designed to better understand the 

energy usage metrics and to identify the energy consumption of different domestic appliances [122]. 
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Finally, peer-to-peer comparative approach and the social dimension is another strategy that directly 

correlates with existing social media initiatives [123]. In this regard, EnergyWiz [124] was presented, 

a mobile application that enables comparative feedback supported by a community where 

participants can compare themselves with the rest of the users. More innovative approaches include 

enhanced variations, such as an interactive agent to operate the washing machine by booking time 

slots in order to minimize the cost of a wash by charging a battery at times when electricity demand 

is low [125] and a conversational agent for energy feedback [126]. 
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3. Technical Requirements per Layer 

In this section, a set of requirements are described per layer of the PERSEPHONE architecture. The full 

list of requirements, along with business requirements, are going to be used towards the design and 

specification of PERSEPHONE architecture. 

3.1 IoT Management and Data Aggregation Layer 

In the IoT Management and Data Aggregation layer, most of the requirements come from the need to 

support mechanisms for establishment of network communication among the sensors and the 

aggregation and filtering of the monitored information. The Network communication is related to the 

support of IoT-based network communication protocols along with specific aggregation schemes.The 

Data collection is related to the input from sensor nodes, input from building energy management 

systems and input from end users devices (e.g. smart phones) and crowd-sensing 

mechanisms.Another part of the supported functionalities that has to be considered  for this layer is 

the sensor registration and management functionalities. Following a bottom-up layer approach the 

following requirements are identified: 

 

Nr Title Description Limitations Significance 

1 Support the 

majority of 

standardized 

communication 

Protocols 

IoT Management and Data 

Aggregation layer has to support a 

wide set of communication Protocols 

especially the industry dominant (e.g. 

MQTT, LoRaWAN, OMA, ZigBee, Z-

Wave, LWM2M, CoAP). 

None High 

2 Support the 

collection of 

measurements 

from various 

sensor nodes 

The platform should be able to collect 

measurements from a wide range of 

sensor devices (e.g. 

from water meters, energy meters, 

microgeneration, environmental 

conditions, air pollution). 

None High 

3 Sensors Explicit 

Registration 

Support the registration of sensors in 

the platform along with their type, 

measurement 

units and details regarding the 

communication protocol supported as 

well as the data collection frequency. 

Wide list of 

Interconnection 

Protocols 

supported but 

not all of them 

High 
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4 Automatic 

Sensor 

Configuration 

Support the automatic bootstrapping 

and configuration of different 

parameters of the different type of 

sensors 

Limited 

bootstraping 

protocols 

support 

High 

5 Refinement of 

Incoming Data 

Refinement of incoming IoT data from 

particular users or specific areas 

Filtering rules 

support for the 

incoming data  

High 

6 Crowdsensing 

Data 

Aggregation 

from the Mobile 

Apps 

The developed mobile applications 

should provide end user data feeds to 

the Crowdsensing Data 

Aggregation Collectors 

Personal 

information 

privacy issues 

High 

7 User Registration 

Support 

Support the registration of different 

users in order to achieve distinction of 

incoming crowdsensing 

measurements  

Not Common 

API’s in all the 

mobile 

applications 

Medium 

8 Different Data 

Stream 

Processing  

Support the processing of different 

data streams by means of a 

distributed event-based engine. 

None Medium 

9 Common Data 

Stream Model 

Definition of a general event model in 

order to map raw data streams to a 

common model. This formatted data 

will be enriched afterwards in the 

general repository 

Common Data 

Stream Model 

might not be a 

perfect fit for 

every data 

stream 

High 

Table 1: IoT Management and Data Aggregation layer Requirements 

3.2 Semantic Data Representation and Fusion Layer 

In this layer the collected data from IoT management and data aggregation layer has to be shaped in 

order to become usable from the Smart energy management services layer and End User Application 

Layer. As such, the requirements of this layer have to deal with an appropriate representation of the 

collected data including definition of semantic models and the mapping mechanisms to these models. 

The list of requirements is: 

Nr Title Description Limitations Significance 
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1 Design of 

Behavioral 

Semantic Model 

Description of the Behavioral 

Semantic Model in order to be able to: 

• represent the energy related 

behavioral aspects with high 

expressivity; 

• Produce accurate inferences over 

the queried data 

• Use standard formats for 

structuring and linking 

descriptions of things (like RDF) 

The level of 

inference 

depends on 

the 

capabilities of 

the tool we 

use 

High 

2 Design of Energy 

Efficiency 

Semantic Model 

Design of Energy Efficiency Semantic 

Model in order to be able to: 

• represent the energy related 

aspects (like consumption of 

energy) with high expressivity; 

• Use standard formats for 

structuring and linking 

descriptions of things (like RDF) 

• Produce accurate inferences over 

the queried data 

 

The level of 

inference 

depends on 

the 

capabilities of 

the tool we 

use 

High 

3 Interlinking of 

PERSEPHONE 

Semantic Models 

Interlink concepts in the developed 

PERSEPHONE semantic models, in 

order to be able to infer knowledge 

upon correlation energy consumption 

characteristics with end users 

behavioral aspects. Intelinking will 

enable to measure the effect of 

serious gaming activities and 

recommendations upon the end users 

behavior 

Limitation 

here are 

coming for 

limitations of 

requirement 

1 and 2 

High 

4 Reuse existing 

semantic models 

Reusing existing ontologies behavioral 

or energy with minimal extension over 

them increases the quality of the 

applications using them 

Need to find 

suitable 

ontology for 

the 

PERSEPHONE 

ecosystem 

Medium 
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5 Data Availability 

and Scalability 

Due to the high  amount of  incoming 

and requested data , the high 

performance and availability  with 

regards to data storage and response 

querying time has to be 

ensured(scalibility, fail-safe 

mechanisms).  

None High 

6 Support 

Authentication 

mechanisms for 

access to data 

The sensitive nature of data raises 

privacy issues. To this end, 

PERSEPHONE  needs to implement 

authentication mechanisms 

None High 

7 Definition of data 

management 

workflow 

Definition of a workflow for the data 

management  to enable data archiving 

, data refinement, data aggregation 

None Medium 

8 Data mapping to 

Semantic models 

Mechanisms for data mapping 

based on the semantic models in high 

expressivity format(JSON-LD, RDF) 

 

Receive data 

in a common 

format from 

the IoT 

Management 

and Data 

Aggregation 

layer  

High 

Table 2: Semantic data representation and fusion layer Requirements 

3.3 Smart Energy Management Services Layer 

This layer deals with the analytics and recommendation functionalities of the PERSEPHONE Platform. 

More specifically, energy and behavioral analytics mechanisms as well as recommendation have to be 

implemented that are going to be used for the Personalized Apps and Games in a next step. 

Nr Title Description Limitations Significance 

1 RESTful 

Communication 

between 

PERSEPHONE 

components 

Adopt Service Oriented Architecture 

(SOA) in order to minimize the 

coupling between components 

None High 

2 Support a set of 

robust algorithms 

and visualizations 

Basic and robust data analytic 

functionality is needed so as to utilize 

and share analytic methods for the 

Since it 

depends on 

the data some 

High 
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discovery of meaningful new 

patterns. High importance should be 

given on the design and deployment 

of tools with emphasis on their user-

friendliness. Data scientist should 

decide what kind of algorithms should 

be supported. Some indicated widely 

used algorithms categories could be 

classification algorithms (decision 

trees), association algorithms, 

clustering, multiple linear regression, 

forecasting-time series algorithms, 

Factor Analysis, t-test, Cronbach's 

alpha etc. 

algorithms 

might not be 

applicable  

3 Provide Analytics Provide Analytics results to the 

PERSEPHONE Dashboard 

None High 

4 Advanced 

Analytics Settings 

Development of analytics tool capable 

of providing different setting to every 

analysis (time window, algorithm, 

subset of data etc.) 

Some 

features and 

settings are 

not applicable 

to every set of 

data 

High 

5 Real-Time 

Analysis 

The analysis tool component must be 

able to perform certain data mining 

tasks in a timely 

manner in order to provide results 

with low latency. Such results could 

be the detection of 

certain sudden behaviors that might 

have an impact on the overall 

consumption of a building. 

The latency of 

the RFD-

based 

repository 

can result 

bottlenecks 

High 

6 Communication 
between the 
Recommendation 
Framework and 
the End user 
applications layer 

 

Define an interface to establish 

communication between 

recommender engine and application 

layer which consists of the 

personalized applications and the 

game engine 

None High 

7 Implicit and 

Explicit 

There is a need for analyzing implicit 

and explicit inputs for the 

None Medium 
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Recommender 

Engine Tuning 

recommendation engine tuning. 

Inputs will come from the data 

analytics/machine learning outputs 

and from user ratings on the mobile 

app, that will tune the 

recommendation engine 

8 Data-To-

Behaviors 

mapping rules 

Specific data maps will be created in 

the analytics layer that will map 

energy data analytics outputs to 

specific behavioral profiles and 

models. This will be done under the 

combination of the energy and 

behavioral analytics profiles. The 

outputs will be fed to the 

recommender engine 

None High 

Table 3: Smart energy management services Layer Requirements 

3.4 End User Applications Layer 

The requirements of this layer have to do with the development of the PERSEPHONE Dashboard, 

applications and games in order to promote end-user’s energy efficient lifestyle. The Dashboard, the 

Personalized Applications and Games will exchange information coming from the Recommendation 

Engine and the Big Data Repository and the Analytics Toolkit so the requirements for this layer regard 

the support of these appropriate interfaces. 

 

Nr Title Description Limitations Significance 

1 Provide Push 

Notifications 

The developed applications should 

provide push notifications to the 

registered users according to their 

interests 

None High 

2 Provide a 

comprehensive 

UI for the 

different group 

of users 

Grouping the users into roles and 

provide a comprehensive UI for every 

group (the dashboard will show/hide 

parts of the UI relative to the user 

group) 

None High 

3 Provide Games 

KPIs tracking 

The Dashboard must provide a way to 

track and demonstrate the KPIs 

None High 
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coming from the recommendation 

engine as well as the games  

Table 4: End User Applications Layer Requirements 
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4. Business Requirements 

One of the major objectives of PERSEPHONE is to create insightful KPIs for tracking energy savings but 

also for evaluating the behavioral change of the occupants after its intervention. Hence, 

PERSEPHONE’s business requirements that have emerged are related with the energy efficiency and 

behavioral requirements which will eventually guide the green and energy efficient deployments. 

Nr Title Description Limitations Significance 

1 Behavioral Profile 

representation to 

the Behavioral 

Semantic Model 

The behavioral semantic model 

has to be able to represent 

concepts that can lead to grouping 

of end users based on their 

behavioral profile (e.g. categorize 

users based on demographics, 

energy consumption profile, 

mechanisms that motivate them 

(peer comparative motivation, 

community focus motivation), 

psychometrics, gameplay-profiles, 

gamification profiles). 

Additionally, it has to be able to 

represent concepts that can lead 

to mapping and matching end user 

characteristics to appropriate 

intervention strategies (e.g. 

categorize interventions to user 

types) 

Complexity 

on 

representing 

human 

behavioral 

aspects 

High 

2 Personalized 

information 

regarding the 

consumption 

patterns 

Provide Personalized content with 

regards to the patterns followed in 

the energy consumption, the 

deviation from the pattern and 

forecasts for the upcoming period 

None High 

3 Evaluation of the 

effectiveness in 

user’s actions 

The end-user should get informed 

about the effectiveness of certain 

“green” actions either as such 

effectiveness has been explicitly 

stated by the users or has been 

implicitly derived through energy 

data 

None High 
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4 Effort progress The end-user should get informed 

about his effort progress. An 

informative summary that will 

include data about when the user 

started his effort (i.e. signed up 

into the platform) and the most 

important achievements of the 

user (i.e. the number of tips read, 

the number & name of challenges 

achieved etc.) should be either 

periodically presented to the user 

through a report, or constantly 

provided in the user’s profile 

section. 

None Medium 

5 Provide Feedback 

mechanisms 

In order to achieve higher 

satisfaction level of the occupants 

in terms of energy efficiency a 

feedback mechanism has to be 

implemented. It is going to provide 

feedback (real-time or not ) of the 

efficient or inefficient actions that 

have been performed. 

None Medium 

6 Real-Time and non 

real-time 

recommendations  

Support of real-time 

recommendations as well as non 

real-time  based on historical data, 

the recognized patterns of 

consumption and taking into 

account the effectiveness the 

same recommendations 

previously had on similar end-

users. 

None High 

7 UI for the Energy 

consumption 

Support a nice user interface for 

providing information related to 

energy consumption, highlighting 

cases of mis-performance. 

None Medium 

8 Social Media  The personalized apps and games 

should provide notifications / 

rewards to the end users through 

their social media accounts. 

None Medium 
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9 Provision of learning 

material 

Provide learning material tthrough 

the personalized applications and 

serious games like tips, hints, 

videos etc. 

None Medium 

10 Provide challenges 

In the personalized 

apps and games   

Link challenges with certain goals 

and invite end-users to participate 

through the personalized 

applications and games. 

None High 

11 Motivation of the 

end user 

In the personalized apps and 

games the end user should be 

constantly motivated for the 

energy efficiency. This can be 

achieved with virtual treats or 

presents or a point system. 

None Medium 

Table 5: Business Requirements 
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5. Reference Architecture 

The PERSEPHONE architecture consists of four main Layers. As before, following a bottom-up 

approach, the most basic and important layer of the architecture is the IoT management and data 

aggregation layer that is responsible for collecting the data coming from sensors, smartphones and 

social media. It includes sensor registration services, which facilitate the registration of the Sensor 

Devices and collect the measurements that come from the registered devices (IoT nodes). After 

collecting all the necessary data from the data sources, the IoT management and data aggregation 

layer forwards these data to Semantic data representation and fusion layer. As the name indicates, 

this specific layer implements the mapping between the collected data and the two PERSEPHONE 

semantic models: Behavioral Semantic Model and the Energy Efficiency Semantic Model. The semantic 

enrichment of the collected data augments the expressivity of the information, allowing for self-

description, and making the realization of semantic reasoning possible.  The Semantic Enrichment 

Service feeds the Big Data repository with the enriched information. The big data repository keeps 

track of all historical data and is constantly updated. However, it cannot be semantically queried, at 

least not directly because semantic linkage is not inherent to its query engine, but supports high 

performance in terms of simple querying, sharding, quick response times of read/write operations, 

extreme scalability and theoretically unlimited capacity in terms of storing data. Based on 

PERSEPHONE’s semantic models, and given that the data stored within the repository are semantically 

enriched and validate at insertion time, it is relatively easy to map the necessary semantic queries to 

database-specific queries. 

Next is the Smart energy management services which reside on top of the Semantic data 

representation and fusion layer and performs queries to the Big Data Repository in order to feed the 

Analytics Tool, the Recommendation Framework and the Personalized Applications and Games 

services. The analytics tools aim to realize Behavioral and Energy Analytics. The results of the analysis 

help the PERSEPHONE’s users better understand the habits, patterns and preferences of the 

consumers as well as detect the positive-negative-neutral effect of the gaming and recommendation 

components upon the behavior of the consumers. The Recommendation Framework retrieves data 

from the Big Data Repository in order to infer and produce rules and recommendations which, through 

the personalized apps and games, will augment energy efficiency awareness of the pilot end-users. 

Finally, in the End User Application layer, PERSEPHONE personalized applications and serious games 

are available to the end-users. These applications receive input from the recommendation engine and 

the Big Data Repository, while providing output to the end user via the games and applications. 
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Figure 1: PERSEPHONE Reference Architecture 

It should be noted that the overall architecture of the PERSEPHONE platform is supposed to be a 

microservices architecture. The reference architecture is presented in more detail in the next few 

paragraphs. 

5.1 IoT Management and Data Aggregation Layer 

This layer is composed of three major components: The transport services, which facilitate 

communications with IoT nodes and telematic smart phone applications, through different protocols. 

The main logic services, in which the core logic to be followed, as well as communication between the 

transport services and all other services are implemented. Companions to the main logic services are 

the executor services, which can be deployed specifically to execute code given to the platform during 

runtime. In order to coordinate communications between those services easily, a message broker, i.e. 

a message queue service such as Kafka or RabbitMQ, is used. An example deployment of this layer is 

shown in Figure 2. 
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Figure 2: IoT Management and Data Aggregation Layer 

5.1.1 Transport Services for IoT Nodes and Crowdsensing 

In order to facilitate communications through different protocols and at multiple locations, the 

appropriate transport services are deployed. Services for different protocols, e.g. HTTP, MQTT or CoAP 

should be used in order to homogenize the way data is fed to the logic services. HTTP or WebSocket 

services could be used to facilitate, not only communications with IoT nodes, but with smart phone 

applications as well. All data coming to these services are fed appropriately to the message broker, at 

the corresponding topic/queue. The deployment of transport services is accompanied by the 

appropriate load balancers, to ensure efficiency in the services’ parallelism. 

5.1.2 Main Logic Services 

The main logic services are meant to be dynamic enough, so that the logic deployed on the layer could 

be easily modified. These services use part of a database, which could even be the big data store to 

avoid duplicated functions, in order to access the configurations of IoT nodes and applications. The 

main logic services ingest data originating from the transport services, which has already been 

relatively homogenized. The idea of the main logic services is to provide logic blueprints, which can be 

referred to as rules, and wire them together and apply them to target sources. Once the rules are 

wired together in a workflow pattern, they become rule chains, which perform the necessary 

transformations to all incoming data as necessary. Rule chains can be further wired together, and can 

be deployed across many main logic services. Rule chains can also include the ingestion and 

transformation logic for data originating from any other external services, not just IoT nodes and 

smartphones. Another added benefit of a rule chain is the capability to implement stream processing 

quickly, and to even send data to a message broker topic or directly to an application, should there be 

a need for real-time access of IoT data, outside the main components of PERSEPHONE. 

5.1.3 Executor Services 

There are cases, however, when the main logic rules may not be enough, as special transformations 

may be required for different sources, or complex fusion logic should be deployed. This essentially 
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means different snippets of code specific to a source or case. These snippets should be easily and 

quickly modifiable, deployable and executable. In order to account for such cases, without sacrificing 

the integrity of the main logic services, companion executor services are responsible for acquiring, 

deploy, modifying and continuously executing code snippets on demand. The best choice for such a 

function is to have special deployable rules within main logic services that map to pieces of logic in 

executors that respond to events. Currently, the most appropriate technology to be used for the 

functions of the executors is node.js, so as to deploy and execute JavaScript snippets. The executor 

services communicate with the main logic services through appropriate topics on the message broker. 

5.2 Semantic Data Representation and Fusion Layer 

The main purpose of this layer is the final fusion of ingested data, semantic organization and scalable 

storage. The three components that compose this layer are the Semantic Enrichment Service, the Big 

Data Repository and the Semantic Triples Access Service. The semantic enrichment service consumes 

the preprocessed data from the lower layer, and maps the data structures resulting from the 

preprocessing to the energy and behavioral semantic contexts. The semantically enriched data is then 

sent to the NoSQL Big Data Repository for storage. In order to access the data in a semantic way, the 

Semantic Triples Access Service is meant to transform semantic queries to it into database-specific 

queries, and JSON-LD into triples, by leveraging the semantic context. 

5.2.1 Semantic Enrichment Service 

Semantic Enrichment Services accept data originating from the Main Logic Services of the lower layer, 

by mapping a final type of rule to this service, and adding it at the end of the appropriate rule chains.  

Following the data transfer, the Semantic Enrichment Services are responsible for mapping the 

collected information in the defined PERSEPHONE Semantic Models, and thus making their usage 

possible, based on common representation schemas. The continuous evolution of the semantic 

models, in order to be able to map the collected information in specific entities, along with the 

appropriate categorization of the available information is considered crucial. Specifically, the two 

models, namely the behavioral semantic model and the energy efficiency semantic model, are going 

to be used during the mapping process. The produced output of data is going to be in JSON-LD format. 

JSON-LD, as mentioned previously, is an ideal data format for programming environments, REST Web 

services, and unstructured or semi-structured NoSQL databases. JSON-LD is designed around the 

concept of a "context" to provide additional mappings from JSON to an RDF model. The context links 

object properties in a JSON document to concepts of an ontology (PERSEPHONE Semantic Models). In 

order to map the JSON-LD syntax to RDF, JSON-LD allows values to be coerced to a specified type or 

to be tagged with a language. A context can be embedded directly in a JSON-LD document or put into 

a separate file and referenced from different documents (from traditional JSON documents via an 

HTTP Link header). Additionally, based on the semantic models, an OWL reasoner which has the 

PERSEPHONE semantic models as it base, validates the data, ensures integrity, and completes possible 

data connections with other data in the repository automatically. 

 

The produced JSON-LD data is then made available in the Big Data Repository (as explained in the 

following subsection) and can be used by the PERSEPHONE Smart Energy Management Services or 
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used for interlinking purposed with available public or private data. The Semantic Triples Access 

Service can make further interlinking with other data or knowledge possible, the way a user or 

application may demand. 

 

Figure 3: Semantic Enrichment Scheme 

5.2.2 Big Data Repository 

This component regards the main repository of PERSEPHONE where data coming from the 

PERSEPHONE components are going to be stored and made available for further processing. Such data 

regard on one hand data coming from the IoT Data preprocessing components, i.e. the rule chains of 

the Main Logic Services, semantically mapped data based on the PERSEPHONE semantic models, as 

well as data collected from the Analysis Engine, the Recommendation Engine and the PERSEPHONE 

Games and Personalized Applications. 

The implementation of the Big Data Repository is going to be based a NoSQL database, such as 

MongoDB or Cassandra, in order to avoid the traditional table-based relational database structure as 

much as possible, and use queries that use JSON in order to do CRUD operations, making the 

integration of data in certain types of applications easier and faster. JSON-LD data can be stored as-is 

and queried in a straightforward manner, as JSON-LD is a major representation format of RDF. Modern 

NoSQL databases support a set of scaling and high-performance assurance characteristics, and are 

suitable for big data storage solutions. A set of collections is going to be implemented for the storage 

of the data coming from the various components/layers along with the appropriate interfaces for 
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providing access to these data from the associated tools. Data coming from the data aggregation 

component will be stored in the raw data collections, while semantically mapped data and data 

coming from the analytics tools, the recommendation engine and the gaming engine will be stored at 

the semantically-mapped data collections. 

5.2.3 Semantic Triples Access Service 

This is meant to be a companion to the Big Data Repository, and is essentially an alternative query 

engine. It acts as a traditional triple store, or RDF store, by using a JSON-LD to RDF-triples mapping, 

and a SPARQL to database-specific queries mapping. The Triple store or RDF store regards a purpose-

built database for the storage and retrieval of triples through semantic queries. Unlike a relational 

database, a triple store is optimized for the storage and retrieval of triples. In addition to queries, 

triples can usually be imported/exported using Resource Description Framework (RDF) and other 

formats, either as files or as SPARQL 1.1 queries. By making use of a rules reasoner, accessed data can 

become even more complete, while lowering the query overhead. The recommendation engine can 

make use of rules reasoning directly, to query data and make assertions based on the stored data. The 

Triples Access Functionality makes the implementation of further reasoning, based on business rules, 

and the creation recommender systems much more feasible. In order to implement such services, 

there are many steaming RDF libraries, as well as semantic web tools, each implementing a portion of 

the aforementioned functionalities. 

5.3 Smart Energy Management Services 

5.3.1 Analytics Tool 

The Analytics capabilities of PERSEPHONE Platform must be able to face all the big data challenges 

which can be characterized by the following words: volume, velocity, variety, veracity, validity, 

volatility and value. The traditional tools struggle with this paradigm, and in order to face these 

challenges, we propose two analytic tools: OpenCPU as statistical software, and Apache Spark as a Big 

Data processing engine for both real-time and batch data processing. In PERSEPHONE, these tools are 

going to be used for supporting energy and behavioral analytics: 

OpenCPU [127] is a system for embedded scientific computing and reproducible research.  The server 

exposes an HTTP API to develop and execute scripts, functions and reports. The system addresses 

many of the domain-specific problems inherent to scientific computing, and abstracts away 

technicalities behind a well-defined and intuitive HTTP interface. This provides a foundation for 

scalable applications with embedded statistical analysis, visualization and reporting. OpenCPU uses R 

only for what it is good at: analysis and graphics. The system separates the statistical computing from 

other parts of an application. OpenCPU can run as a lightweight server, and can be interfaced with 

only through the HTTP API. Clients need no knowledge of R, as the OpenCPU API defines a 

comprehensive mapping between HTTP requests and R function calls which results in a natural RPC 

protocol.  

The well-known, well-tested Apache Spark is an open-source distributed general-purpose cluster-

computing framework that provides an interface for programming entire clusters with implicit data 

parallelism and fault tolerance. The main package we are going to use is ROSE [128] which is an Apache 
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Spark package offering access to the full scientific computing power of the R programming language 

to Spark batch and streaming applications on the JVM. This library is built on top of the opencpu-r-

executor library, a lightweight solution for integrating R analytics executed on the OpenCPU server 

into any application running on the JVM.  

Input data for the algorithms that we propose to implement, by means of this package, are those that 

have already been successfully applied when facing energy efficiency problems: artificial neural 

networks (both feed-forward and feedback), random forest, support vector machines and Gaussian 

processes. The same algorithms can be also utilized when it comes to behavior modelling and 

inference of behavioral insights. Thus, multiple machine learning algorithms supported by R packages 

will enable the deployment of behavioral analytics applications. Novel domain-specific algorithms for 

data processing can also be implemented in the system, if needed, by means of these tools. These 

algorithms are fed with pre-processed data, made available in the PERSEPHONE Big Data Repository. 

The data for analysis are provided by the Big Data Repository, while the analysis results are also stored 

in the same repository and made available to the rest of the analysis tools as well as made available 

for consumption by the Dashboard and the developed personalized applications. 

5.3.2 Recommendation Framework 

In this section, the internal mechanism of the recommendation engine component and its interfaces 

are explained. This framework consists of two subcomponents, namely the Context Listener and the 

Inference Engine. 

The Context Listener runs a background job to detect contextual changes (e.g. changes in location, 

time and environmental measurements) by sending periodic requests containing pre-defined queries 

to the Big Data Repository via its RESTful API. The ability to stream data through the system is heavily 

leveraged here. The context listener notifies the inference engine whenever a change occurs. 

The Inference Engine will be triggered either by the Context Listener or a direct request from the 

application layer. The Inference engine will be based on Drools [129]. With Drools the RDF knowledge 

base (Big Data Repository) will be accessed via RESTful APIs in order to be used for reasoning. The 

Inference Engine will match facts and data against Production/Business Rules – also called Productions 

or just Rules – to infer conclusions which result in actions in form of recommendations. The 

recommendations are stored in the repository and then streamed to the application layer. The 

feedback given by user to a recommendation is also stored in the Big Data repository for further 

processing. 

5.4 End User Applications Layer 

The end user applications layer concerns the set of developed serious games, the personalized 

applications as well as the Dashboard. In the context of PERSEPHONE, the personalized apps will 

combine the digital and the physical worlds and provide educational content with respect to energy 

efficiency - energy consuming activities as well as best practices for increasing energy efficiency and 

energy savings. With that in mind, some Augmented Reality (AR) features in personalized application 

and games have to be supported. In the case of games, the AR library has to be added into Unity3D 

[130] and XCode [131] projects. This will enable image/marker recognition for AR components which 

will be integrated with other existing components of Unity3D. 
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5.4.1 UIs for Configuration and Lower Layer Logic Deployment 

In addition to the personalized apps, a web application for accessing and modifying the configuration 

and the rule chains in the IoT Management and Data Aggregation Layer is made available. This static 

web UI connects to the main logic services of that layer, and enables administrators and users to have 

access to configuration options for IoT nodes, such as registration and spatial organization/hierarchy. 

The ability to create, modify and deploy rule chains, and custom code snippets that some rules may 

require, is provided by the web UI, so as to control preprocessing actions on data originating from 

ensembles of IoT devices or smart phones. 
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6. Conclusion 

In this document, a detailed version of State-of-the-Art analysis, the technical and business 

requirements as well as the PERSEPHONE Reference Architecture has been described. A thorough 

State of the Art analysis in various domains is presented followed by both the technical and the 

business requirements that have emerged from PERSEPHONE objectives. The list of requirements is 

considered crucial for the design and specification of the PERSEPHONE architecture. 

By taking into consideration all the requirements we provide details regarding the functionalities and 

the components per layer of the architecture, as well as the interconnection interfaces among the 

components. The PERSEPHONE Reference Architecture is going to lead the overall deployment of the 

PERSEPHONE’s components, mechanisms and integrated platform in the other WPs, while keeping a 

degree of flexibility in order to accommodate any necessary updates during the PERSEPHONE project 

regarding technical specificities that will enhance the performance and usability of the PERSEPHONE 

system. 
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